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» Need better offline IRL methods teR,ucRS*A
s.t. t> —u'Ow + maxv'Ow, VYV w € ext(W),

» Learning from data in a robust offline way is important in many fields, like health care, veT
ueT,

robotics or finance
» Existing methods are not robust to covariate shift

Limitations of existing methods

» Reliance on . leads to covariate shift for off-policy datasets V|Sua| Representat|on O'F ROI I_

» Inability to specify reliance on i,

» No guarantees of policy convergence to u. even when every state is visited
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» New algorithm for robust offline imitation learning

Expected Return

Methods that learn a policy from expert demonstrations and a model of the environment

Goal: Learn a policy that is close to the expert's

On-policy: State visitation frequency is the same as the expert's

Off-policy: State visitation frequency is different from the expert’s

Not Occupancy Frequency Matching
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Many methods rely on matching the occupancy frequencies of the expert and the learned
policy
LPAL, GAIL, MILO, etc.

When off-policy, i, is not close to w,
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ROIL avoids this by not relying on i, LPAL LPAL
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